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“AI proposes and reasons. Deterministic software controls and verifies.”
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EXECUTIVE SUMMARY

Enterprises are moving from AI assistants that answer to AI agents that act: reading repositories, editing code,
querying databases, and operating infrastructure. The reasoning capability that makes these agents useful is
probabilistic by nature, and probabilistic systems cannot be the final authority over production systems. AEGIS
resolves this tension with one architectural rule: AI proposes and reasons; deterministic software controls and
verifies.

AEGIS coordinates eight specialised agents through a code-enforced mission state machine. Every tool call crosses a
deterministic policy engine that scores risk from 0 to 100; DESTRUCTIVE and DEPLOY actions are forced to CRITICAL and held
for human approval. Agents reach infrastructure only through a typed Model Context Protocol (MCP) gateway, and no agent
can certify its own work: an independent Verifier re-runs the evidence. Across 16 benchmark runs the pipeline achieved
100% root-cause selection, 100% security-review pass, 100% independent-verification pass, and zero unsafe actions, at a
mean pipeline duration of approximately 0.57 ms of control-plane time.
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Abstract
Autonomous AI agents promise to compress the incident-to-remediation loop from hours to seconds, but granting a large
language model unrestricted authority over shells, databases, and deployment pipelines converts every hallucination,
prompt injection, and poisoned memory into a potential production outage or security breach. Probabilistic reasoning is an
excellent source of hypotheses and a dangerous source of authority. This paper presents AEGIS, a governance-first
multi-agent system for incident response and software remediation built on FastAPI, Pydantic v2, asynchronous
SQLAlchemy 2.0, PostgreSQL, and React 19. AEGIS separates proposal from execution: eight agents with explicit
“CANNOT” boundaries generate observations, hypotheses, and patches, while a deterministic policy engine intercepts
every tool call, a code-enforced state machine governs mission progress, a typed MCP gateway removes shell access
entirely, ephemeral Docker sandboxes confine execution, an independent Verifier re-derives every claim, and a
human-in-the-loop gate blocks all destructive or deploy-class actions. We describe the architecture, the policy and risk
model, the sandbox execution profile, and a chaos-engineering and benchmark programme that, over 16 scripted runs,
produced 100% root-cause selection, security review, and independent verification with zero unsafe actions.
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1. Introduction & the Core Philosophy

1.1 The authority problem in agentic systems
A language model is a function from context to a distribution over text. Sampling from that distribution is what makes models
creative, and it is also why no prompt, fine-tune, or system message can make their behaviour guaranteed. When an agent
is wired directly to a shell, a database connection, or a deployment API, the model’s output stops being advice and
becomes an action. The failure modes are well understood and compound in multi-agent topologies: confident but wrong
root-cause analysis; patches that touch secrets or escape their working directory; instructions smuggled into logs, tickets, or
retrieved documents (indirect prompt injection); “memory poisoning” that persists an attacker’s instruction across sessions;
and self-certification, where the agent that wrote a fix also declares it working.

The industry response has largely been to make prompts longer and guardrails “smarter”, that is, to use another
probabilistic component to police the first. This lowers incident rates without changing their worst-case bound, and it makes
the system impossible to audit by inspection: the reason an action was allowed is, ultimately, a sampled token. Enterprise
change management, SOX/ISO-27001-style controls, and incident post-mortems all require the opposite property: a
decision procedure whose outcome can be derived from its inputs, replayed, and explained.

1.2 The separation principle

Principle.  AI proposes and reasons. Deterministic software controls and verifies. Models are confined to the
generation of structured proposals (hypotheses, patches, plans). Every transition from proposal to effect is mediated by
code that is typed, versioned, testable, and replayable.

AEGIS treats the model as an untrusted but valuable advisor. Its outputs are parsed into strict schemas and discarded if
malformed; its tool requests are authorised by a policy engine it cannot modify; its claims of success are never accepted
without independent re-execution; and its most dangerous requests are routed to a human. The result is a system in which
the blast radius of any single model error is bounded by construction rather than by hope.

1.3 Design tenets
• Deterministic control. Authorisation, state transitions, severity mapping, verdicts, and retrieval scoring are pure

functions of their inputs. Given the same inputs, AEGIS makes the same decision.

• Least privilege by role. Each agent has a narrow capability set and an explicit list of things it cannot do. Capabilities are
published as discoverable A2A agent cards.

• Fail closed. Unknown tools, malformed model output, empty verification suites, protected paths, and ambiguous states
resolve to denial, failure, or ERROR, never to silent success.

• Independent verification. The party that proposes a change is never the party that certifies it. The Verifier executes
checks itself and ignores the Coder’s assertions.

• Human accountability for irreversible actions. Destructive and deploy-class actions are forced to CRITICAL and
cannot proceed without a recorded human decision bound to an authenticated identity and a policy version.

• Observable by construction. Every state change, tool call, and approval is committed to an append-only PostgreSQL
event log before any subscriber is notified, and missions can be replayed read-only.

• Provider-agnostic reasoning. The control plane is independent of the model behind it; scripted, local (Ollama), and
routed providers share one interface, so governance can be tested with no model at all.

1.4 Threat model and control mapping
AEGIS assumes that any model output and any data ingested by an agent (logs, tickets, memory, documents) may be
adversarial or simply wrong. Table 1 maps the principal threat classes to the deterministic controls that contain them.

Threat Representative attack or failure Primary control Enforcing component

Prompt injection /
memory poisoning

Log line instructs the agent to “ignore
previous instructions” and delete data

Pattern screening, quarantine flag
excludes record from retrieval

SecurityAgent.review_memor
y, MemoryStore
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Threat Representative attack or failure Primary control Enforcing component

Path traversal /
sandbox escape

Patch or tool writes to
../../../etc/passwd

Root-confined filesystem server raises
PermissionError; path validation on every
FilePatch

Filesystem MCP, FilePatch,
SecurityAgent

Tool abuse / privilege
escalation

Agent requests an unregistered or
destructive tool (e.g. rm_rf_root)

Fail-closed tool registry; risk scoring;
forced CRITICAL

PolicyEngine, PolicyGuard

Secret exfiltration Patch targets credentials or key
material

Protected-path pattern list rejects the
whole proposal

SecurityAgent.review_patch

Self-certification Coder reports “tests pass” without
evidence

Verifier runs checks itself; PASSED only if
all checks pass; zero checks → ERROR

VerifierAgent,
VerificationReport

Unauthorised
progress

Agent skips investigation or approval Code-enforced state machine; only
defined transitions are legal

MissionState,
MissionRepository

Unreviewed
irreversible change

Deploy or delete executes
automatically

Human-in-the-loop gate; Approval record
with identity and policy version

Approvals API, Approval
model

Unbounded resource
use

Runaway concurrent model or tool
calls

Concurrency limits on AI calls and tool
calls

ResourceGovernor

Repudiation “Who allowed this?” Immutable event log written before
notification; mission replay

EventBus, Event model,
Replay API

Table 1. Threat classes and the deterministic controls that contain them.

2. System Architecture
AEGIS is a layered system in which every layer that touches the outside world is deterministic, and the only probabilistic
component, the model provider, sits behind a narrow, schema-validated interface. Figure 1 shows the logical architecture;
the sections that follow describe each layer.

2.1 Technology stack
Layer Technology Role in AEGIS

Runtime Python 3.14 Async-first control plane; structural typing and dataclasses for agent contracts

API FastAPI, Uvicorn Application factory, dependency injection, REST endpoints, SSE streaming

Validation Pydantic v2, pydantic-settings Typed request/response schemas, constrained fields, MCP tool parameter
schemas, configuration

Persistence SQLAlchemy 2.0 (async), asyncpg,
PostgreSQL

Missions, incidents, approvals, tool calls, agents, immutable event log (JSONB
payloads)

Frontend React 19, Vite, TypeScript, Tailwind
CSS 4, React Router 7

Operator console: Chaos Lab, incident detail, approvals, verification,
benchmarks, audit log

Sandboxing Docker (Linux cgroups) Ephemeral, resource-limited containers for code and test execution

Observability OpenTelemetry, correlation IDs,
metrics endpoint

Distributed tracing, request correlation, execution-trace spans per mission

Security JWT bearer tokens, bcrypt,
role-based project membership

Authenticated operators; owner / maintainer / viewer roles per project

Table 2. AEGIS technology stack.
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React 19 + Vite Operator Console
Chaos Lab  ·  Incidents  ·  Approvals  ·  Verification  ·  Benchmarks  ·  Audit Log (live SSE)

REST / JWT SSE stream

FastAPI Gateway
JWT auth  ·  CORS  ·  correlation-ID middleware  ·  Pydantic v2 schemas  ·  typed error handlers

DETERMINISTIC CONTROL PLANE

State Machine
mission lifecycle

Policy Engine
risk 0–100 + guard

MCP Gateway
typed tool registry

A2A Gateway
agent cards, tasks

Memory Store
observable, quarantine

Resource Governor
concurrency limits

8 Governed Agents (A2A)
Observer · Commander · Investigator · Coder · Security · Verifier · Researcher · Red Team

PostgreSQL
durable event bus · audit log · JSONB

Filesystem
MCP server

Git
MCP server

Docker
MCP server

Database
MCP server

Testing
MCP server

Ephemeral Sandbox
cgroup-limited

Figure 1. Logical architecture. Only the agent layer is probabilistic; every path to infrastructure crosses the control plane and a typed MCP
server.

2.2 FastAPI backend
The backend is assembled by an application factory (create_app) that wires every collaborator onto app.state exactly
once: the ResourceGovernor (bounded concurrency for AI calls and tool calls), the durable EventBus, the ToolRegistry
and McpGateway, the agent runtime, the A2A gateway seeded with the eight agent cards, the MemoryStore, and a
MetricsCollector. Sixteen routers (auth, projects, environments, memberships, missions, incidents, approvals, chaos,
tools, red team, A2A, memory, policies, benchmarks, replay, updates) are mounted behind explicit prefixes; Appendix A
lists the full surface.

Request handling is deliberately boring. Pydantic v2 models with constrained fields (for example, passwords of 8–128
characters and bounded string lengths) reject malformed input before it reaches business logic. Identity is a bearer JWT
verified by a shared dependency that resolves the user record on every request; passwords are stored as bcrypt hashes. A
correlation-ID middleware stamps every request and log line, and a typed AegisError hierarchy (validation, not-found,
internal) maps to a uniform JSON error envelope, while a catch-all handler logs the full traceback server-side and returns a
safe, non-leaking 500. Liveness (/health/live) and readiness (/health/ready, which probes the database, model
provider, and agent runtime and returns 503 when degraded) are separate endpoints for orchestrators.

2.3 Data layer: asynchronous SQLAlchemy 2.0 on PostgreSQL
All persistence uses SQLAlchemy 2.0’s typed Mapped[] declarative style over asyncpg, with pool_pre_ping enabled and
sessions created with expire_on_commit=False. Primary keys are UUIDv4 and every mutable table carries server-side
created_at/updated_at timestamps through shared mixins. Enumerations (mission state, incident severity, tool-call state,
approval status) are persisted as constrained strings rather than native database enums, so state vocabularies evolve
through migrations (Alembic) without ALTER TYPE hazards. Semi-structured artefacts (investigation results, remediation
plans, mission context, tool-call arguments and results) are stored as JSONB.

Entity Purpose Key attributes

Incident A detected anomaly or failure severity (low→critical), status (detected, investigating, remediating,
resolved, false_positive), investigation and remediation JSONB

Mission An orchestrated unit of work to resolve
an incident

state (10-state machine), objective, project and incident foreign keys,
context JSONB
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Entity Purpose Key attributes

Agent / AgentTask Registered agent identity and its units
of work within a mission

agent state (idle…awaiting_approval, verifying, failed), task state
(pending→completed/failed/cancelled), result JSONB

ToolCall One governed invocation of a tool by
an agent

state: requested → approved/rejected → executing → completed/failed;
arguments, result, error_message

Approval Human (or policy) authorisation record
for a gated action

action_type, action_payload, risk_level, reason, status, policy_version,
approved_by (user FK)

Event Immutable audit/event-bus record timestamp, event_type, actor, project_id, payload JSONB; indexed on
timestamp, type, actor, project

Project / Environment /
Membership

Tenancy, deployment targets, RBAC environment kind (development, staging, production); role (owner,
maintainer, viewer); unique (user, project)

Table 3. Core persistence model.

2.4 The PostgreSQL-backed event bus
The event bus is the system’s spine and its audit trail. Its defining property is durability before delivery:
EventBus.publish() first commits an Event row to PostgreSQL, then invokes registered async handlers, then fans the
event out to every attached in-memory stream queue. Because the commit precedes notification, a crashing or slow
subscriber can never erase the audit record, and the log is the source of truth from which any UI state can be reconstructed.
Typed EventType values (for example incident.created, approval.requested, approval.granted, approval.rejected,
mission.state_changed) carry a JSONB payload and the acting identity, so the question “who or what changed this
mission, and when?” is answerable with a single indexed query. A read-only replay endpoint assembles a mission, its
incident, its approval, and its ordered events into a snapshot for post-incident review.

2.5 Server-Sent Events streaming to the React frontend
Operator consoles need to see agents work in real time without polling. AEGIS exposes GET /updates/stream, an
authenticated Server-Sent Events endpoint. On connect, the server attaches a dedicated asyncio.Queue to the event bus
and emits a ping event. It then streams each published event using native SSE framing (event: <type> / data: <json>),
and if no event arrives within 15 seconds it emits a heartbeat to keep intermediaries from closing the connection. On client
disconnect the generator’s finally clause detaches the queue, so abandoned connections do not leak memory.

Because the browser’s built-in EventSource cannot set an Authorization header, the React client consumes the stream
with fetch(), a bearer token, and a ReadableStream reader with an AbortController for teardown. The Audit Log page
renders a live connection indicator and an event table; the console is built with React 19, Vite, TypeScript, Tailwind CSS 4,
and React Router 7, with a command palette for operator navigation.

2.6 The code-enforced mission state machine
A Mission is the unit of governed work. Its lifecycle is an explicit enumeration, MissionState, mutated only through
repository methods invoked by the Incident Commander or by the approval API. The canonical path is CREATED →
INVESTIGATING → REMEDIATION_PLANNED → AWAITING_APPROVAL → RESOLVED, with QUEUED, REMEDIATION_RUNNING, and
VERIFYING as intermediate execution states, and FAILED and CANCELLED as terminal states reachable from any active state.

CREATED
Commander opens mission

INVESTIGATING
Investigator hypotheses

REMEDIATION_PLANNED
root cause ≥ floor

REMEDIATION_RUNNING
patch applied in sandbox

VERIFYING
independent checks

AWAITING_APPROVAL
human gate (HITL)

RESOLVED
approval = approved

FAILED / CANCELLED
terminal; rejection → FAILED

Illegal transitions are impossible by construction: only the Commander and the approval API call update_state; agents have no write path to mission state.
Any active state may fall to FAILED (e.g. no root cause above the confidence floor) or CANCELLED (operator).

Figure 2. Mission state machine. Solid arrows are the happy path; FAILED and CANCELLED are terminal.



AEGIS Autonomous Engineering & Governance Intelligence System Technical Whitepaper  ·  v1.0

AI proposes and reasons. Deterministic software controls and verifies. 8

The Commander enforces the investigation fork deterministically: it opens the mission, delegates hypothesis generation,
and asks the Investigator to select a root cause. If no hypothesis meets the confidence floor, the mission transitions to
FAILED; otherwise to REMEDIATION_PLANNED. Human rejection of an approval sets the mission to FAILED and returns the
incident to DETECTED; approval sets both to RESOLVED. The same discipline governs inter-agent work: A2A tasks follow a
transition table (SUBMITTED → WORKING → COMPLETED | FAILED | CANCELED) in which terminal states have no outgoing
edges, and an invalid move raises an exception rather than being coerced.

2.7 Observable memory with quarantine
AEGIS provides four memory classes: working (current mission state), episodic (prior incidents), semantic (known facts
about systems), and procedural (proven remediation workflows). Retrieval is intentionally not an opaque embedding
lookup: relevance is computed by deterministic keyword overlap, and every RetrievalResult exposes the record id, type,
relevance score, source, and the reason it was retrieved. Records carry a quarantined flag; content that trips the Security
agent’s injection screen is stored quarantined and is excluded from retrieval, so poisoned memory cannot influence later
reasoning while remaining available for forensic review.

2.8 Observability
Beyond the event log, AEGIS emits OpenTelemetry traces and correlates them with request-scoped correlation IDs;
execution-trace spans model the mission as a graph of agent and tool activity. A /metrics endpoint exposes collected
application metrics, and a per-agent vitals endpoint reports current task, running/idle status, missions in the last seven
days, tool-call volume, success rate (completed / (completed + failed)), and failure count. Every governed tool call is
archived with its state history in the Tool Calls area of the console.

3. The A2A Agent Roster
AEGIS uses an Agent-to-Agent (A2A) model in which each agent publishes an agent card (a name such as
verifier.aegis, a description, a list of capabilities, and skills) to a registry. Discovery is deterministic: results are always
sorted by agent name, so delegation decisions do not vary with registration order. Work is exchanged as structured
A2AMessage and A2ATask objects with the validated transition table described in §2.6. Agent cards are public discovery
metadata and are served unauthenticated; agent vitals and all mutating endpoints require a token.

3.1 The incident-to-resolution workflow

Observer
detects

Incident
Commander

Investigator
hypotheses

Coder
proposes patch

Security
reviews policy

Verifier
independent tests

Human
approval gate

CREATED INVESTIGATING INVESTIGATING REMEDIATION… REMEDIATION… VERIFYING AWAITING_AP…

POLICY ENGINE intercepts every tool call  ·  MCP GATEWAY (typed schemas, no shell)  ·  EVENT LOG commits every transition

LLM-assisted proposal (output schema-validated) Deterministic logic Human decision (identity + policy version)

Figure 3. End-to-end workflow with mission states. Probabilistic reasoning appears only in two roles and is always followed by deterministic
review.

3.2 Agent roster and strict boundaries
Eight agents form the roster. Each has a narrow purpose, a published capability list, and an explicit set of actions it is
structurally unable to perform. These boundaries are enforced by what each agent is given: for example, the Commander
holds a repository handle and no tool executor; the Verifier receives check callables and no write tool.
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Agent (card) Role and capabilities CANNOT (strict boundary) Nature

Observer
observer.aegis

Evaluates signals against fixed thresholds (CPU
90%, memory 95%, error rate 5%, latency 2,000
ms); maps signal type to incident severity; emits
structured Observations and files an Incident for
anomalies.

Modify the observed system; write to mission,
approval, or tool-call state; open missions; invoke
write or execute tools; treat normal readings as
incidents.

Deterministi
c

Incident
Commander
incident-commander
.aegis

Opens the mission
(CREATED→INVESTIGATING), delegates
investigation, advances the state machine, marks
FAILED, requests approval, resolves after
verification.

Execute tools or modify systems; generate
hypotheses itself; grant itself authority; bypass
the policy engine or approval gate; skip states.

Deterministi
c

Investigator
investigator.aegis

Generates ranked root-cause hypotheses as strict
JSON (claim, confidence 0–1, evidence,
counter-evidence) from logs, metrics, git,
database and test evidence.

Write files, database rows, or state; execute
commands; return unstructured or
schema-invalid output; select a root cause below
the confidence floor.

LLM +
validator

Coder
coder.aegis

Proposes a PatchProposal (list of FilePatch);
applies only validated patches through the
Filesystem MCP server inside the sandbox.

Merge or mark anything resolved without Verifier
sign-off; write outside the confined root; touch
protected or secret paths; push to protected
branches; deploy.

LLM +
validator

Security
security.aegis

Reviews tool requests (via PolicyGuard), patches
(path validation plus protected-pattern screen),
and memory content (injection screen with
quarantine). Fail-closed.

Author patches; weaken or waive policy; waive
human approval; allow when any path is
suspicious.

Deterministi
c

Verifier
verifier.aegis

Runs every check itself and builds a
VerificationReport: PASSED only if all checks
pass, FAILED otherwise, ERROR when nothing
could be verified.

Trust the Coder’s claims; modify the code under
test; report PASSED on an empty suite; resolve
missions.

Deterministi
c

Researcher
researcher.aegis

Retrieves documentation and produces
source-backed findings that feed hypothesis
generation.

Mutate any system or state; emit findings without
sources; call write, execute, or deploy tools.

LLM +
validator

Red Team
red-team.aegis

Attacks AEGIS itself (prompt injection, path
traversal, tool abuse, destructive requests) against
the live guards in a throw-away temporary
directory and reports expected vs. actual.

Attack external or production targets; persist
artefacts outside its temporary root; alter mission
or policy state.

Deterministi
c

Table 4. The AEGIS agent roster. “LLM + validator” agents may use a model, but their outputs are parsed and validated deterministically before
use.

3.3 Structured outputs and separation of duties
Model-facing agents are prompted to return only a JSON object of a fixed shape. The surrounding code parses the
response into typed dataclasses (Hypothesis with a bounded confidence, Evidence typed as log, metric, git, database, or
test; PatchProposal with per-file validation) and silently discards anything that does not conform. Because the
BaseLLMProvider interface is the only place a model is invoked, AEGIS ships interchangeable providers: a mock provider
for development, a scripted provider that replays deterministic responses for governance testing and benchmarks, a local
Ollama provider, and a model router.

The roster enforces four distinct duties on every remediation, and no single agent holds more than one:

• Proposer (Investigator, Coder): generates hypotheses and patches, with no execution authority.

• Reviewer (Security): applies deterministic policy to what was proposed, with no authoring authority.

• Verifier (Verifier): independently re-establishes the facts, with no write authority.

• Approver (human operator): the only principal that can authorise an irreversible effect, recorded with identity and policy
version.

4. The Deterministic Policy Engine
The policy engine is the single point through which authority flows. It is a pure, versioned function from an action and its
context to a PolicyDecision, a frozen (immutable) record containing whether the action is allowed, whether it requires
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human approval, and the reason. It has no model dependency, no network access, and no hidden state, so the same
request always produces the same decision and every decision can be unit-tested, replayed, and explained.

4.1 Interception of every tool call
Tools are never invoked directly. A request creates a ToolCall row in state REQUESTED; the ToolExecutionService then
asks the PolicyGuard to assert_allowed the tool. Three outcomes are possible: (a) a PermissionError marks the call
FAILED with policy_blocked: <reason> and the tool is never entered; (b) an ApprovalRequiredError holds the call
pending a human decision; (c) the call proceeds to EXECUTING and finally COMPLETED or FAILED. Each state change is
persisted, so blocked and held attempts are as visible in the audit trail as successful ones.

4.2 Dynamic risk scoring and risk bands
Every action category carries a baseline score; the engine adjusts it by context (for example, the target environment,
whether the target is a protected resource such as the main branch, and the sensitivity of the path) to produce an integer in
[0, 100], which is mapped to a risk band. Tools are registered in a TOOL_CATEGORIES table that binds each tool name to an
action category. Two categories are special: DESTRUCTIVE and DEPLOY are forced to CRITICAL regardless of score or
context and are blocked pending human-in-the-loop approval. No amount of favourable context can lower them, and no
agent can reclassify a tool.

Risk band Score Default disposition Typical actions

SAFE 0–20 Execute automatically; log Read-only inspection (e.g. git_status, file reads)

LOW 21–40 Execute automatically; log with context Non-mutating queries, diagnostics in development

MEDIUM 41–60 Execute after Security-agent review Sandboxed writes and test execution

HIGH 61–80 Held for human approval (Approval record created) Applying a verified patch to a real environment

CRITICAL 81–100 Blocked; requires human-in-the-loop approval All DESTRUCTIVE and DEPLOY actions (forced)

Table 5. Risk bands and default dispositions.

4.3 Fail-closed semantics
A tool name that is not present in the registry is not “low risk”; it is denied. The built-in red-team suite verifies this by
requesting a fabricated rm_rf_root tool and asserting that the engine returns allowed=False. The same posture applies
elsewhere: a patch proposal is rejected in its entirety if any path fails validation or matches a protected pattern; an empty
verification suite yields ERROR, not PASSED; and a mission with no root cause above the confidence floor FAILEDs rather than
guessing.

4.4 Reference implementation of the policy check
Listing 1 condenses the decision procedure. The data shapes and the guard’s control flow mirror the production interfaces
(PolicyDecision, evaluate_tool, assert_allowed); numeric constants are representative and are versioned in
deployment.
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from dataclasses import dataclass
from enum import Enum

class ActionCategory(str, Enum):
    READ = "read"; WRITE = "write"; EXECUTE = "execute"
    DESTRUCTIVE = "destructive"; DEPLOY = "deploy"

class RiskLevel(str, Enum):
    SAFE = "safe"; LOW = "low"; MEDIUM = "medium"; HIGH = "high"; CRITICAL = "critical"

BASELINE_SCORE = {ActionCategory.READ: 10, ActionCategory.WRITE: 45, ActionCategory.EXECUTE: 55,
                  ActionCategory.DESTRUCTIVE: 95, ActionCategory.DEPLOY: 90}
ENV_MODIFIER   = {"development": 0, "staging": 10, "production": 20}
FORCED_CRITICAL = {ActionCategory.DESTRUCTIVE, ActionCategory.DEPLOY}
TOOL_CATEGORIES = {"git_status": ActionCategory.READ, "write_file": ActionCategory.WRITE,
                   "run_tests": ActionCategory.EXECUTE}          # anything not listed is unknown

@dataclass(frozen=True)                    # immutable: a decision cannot be edited after the fact
class PolicyDecision:
    allowed: bool
    risk_score: int
    risk_level: RiskLevel
    requires_human_approval: bool
    reason: str

def _band(score: int) -> RiskLevel:
    return (RiskLevel.SAFE if score <= 20 else RiskLevel.LOW if score <= 40 else
            RiskLevel.MEDIUM if score <= 60 else RiskLevel.HIGH if score <= 80 else RiskLevel.CRITICAL)

class PolicyEngine:
    def decide(self, cat: ActionCategory, env: str = "development", protected: bool = False) -> PolicyDecision:
        score = min(100, BASELINE_SCORE[cat] + ENV_MODIFIER[env] + (15 if protected else 0))
        if cat in FORCED_CRITICAL:                       # DESTRUCTIVE / DEPLOY: context cannot lower this
            score, level = max(score, 81), RiskLevel.CRITICAL
        else:
            level = _band(score)
        gated = level in (RiskLevel.HIGH, RiskLevel.CRITICAL)
        return PolicyDecision(True, score, level, gated, f"{cat.value} scored {score} ({level.value})")

    def evaluate_tool(self, tool: str, **ctx) -> PolicyDecision:
        cat = TOOL_CATEGORIES.get(tool)
        if cat is None:                                  # fail closed on unknown tools
            return PolicyDecision(False, 100, RiskLevel.CRITICAL, False, f"unknown tool: {tool}")
        return self.decide(cat, **ctx)

class PolicyGuard:
    def __init__(self, policy: PolicyEngine | None = None):
        self._policy = policy or PolicyEngine()

    def assert_allowed(self, tool: str, **ctx) -> PolicyDecision:
        decision = self._policy.evaluate_tool(tool, **ctx)
        if not decision.allowed:
            raise PermissionError(decision.reason)               # -> ToolCall FAILED "policy_blocked"
        if decision.requires_human_approval:
            raise ApprovalRequiredError(decision.reason)         # -> held for HITL Approval record
        return decision                                          # -> EXECUTING

# policy.evaluate_tool("git_status")        -> SAFE (10), executes
# policy.evaluate_tool("write_file", env="production")  -> 65 HIGH, requires approval
# policy.decide(ActionCategory.DEPLOY)      -> CRITICAL (>=81), blocked pending human approval
# policy.evaluate_tool("rm_rf_root")        -> allowed=False, PermissionError (fail closed)

Listing 1. Deterministic policy decision and guard (condensed reference implementation).

4.5 The human approval gate
When a remediation reaches AWAITING_APPROVAL, AEGIS persists an Approval record binding the mission and incident to
the action type, a serialised payload (the affected file paths), the risk level, the reason, and the policy version in force (for
example policy-v1), and publishes an approval.requested event. The operator console surfaces the pending approval
alongside the Security verdict and the Verifier’s independent results.

The decision endpoint is intentionally narrow:
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• Authenticated operators only; the approving principal is taken from the verified JWT, never from the request body, and
stored as approved_by.

• Only approved or rejected are accepted; a decision is accepted only while the record is PENDING, making each approval
a single-use, non-repeatable event.

• Approved: mission → RESOLVED, incident → RESOLVED. Rejected: mission → FAILED, incident returns to DETECTED.

• State changes are committed first (scalars are captured before commit because async sessions expire loaded objects),
then mission.state_changed and approval.granted/approval.rejected events are published with the operator’s
identity.

4.6 Defence in depth
# Layer Mechanism Failure it prevents

1 Schema validation Pydantic v2 constrained models; strict agent JSON
contracts

Malformed or oversized input; unstructured
model output

2 Policy engine + guard Risk score, TOOL_CATEGORIES, forced CRITICAL,
fail-closed

Unauthorised, unknown, or destructive tool
use

3 Security agent FilePatch path validation, protected-pattern screen,
memory-injection screen

Secret access, traversal, poisoned context

4 MCP server confinement Root-confined filesystem, protected git branches, typed
parameters

Writes outside the workspace; pushes to
main

5 Sandbox Ephemeral container with cgroup limits and timeouts Resource exhaustion; host compromise

6 Independent Verifier Self-executed checks; strict PASSED semantics False success claims; regressions

7 Human-in-the-loop Approval record with identity and policy version Unreviewed irreversible change

8 Event log + replay Durable-before-delivery events; read-only mission replay Repudiation; unexplainable decisions

Table 6. Eight independent layers; a single model failure must defeat all of them to cause harm.

5. Sandboxed MCP Execution

5.1 The MCP gateway: typed tools, no shell
Agents do not receive a terminal. They receive a catalogue of typed tools exposed through a Model Context Protocol
(MCP) gateway. At start-up, five MCP servers are registered into the ToolRegistry via McpGateway.register_server();
each tool declares a name, a description, and a Pydantic parameter schema, and the registry exports these schemas for
the model and for the authenticated /tools catalogue. Because arguments are validated objects rather than command
strings, there is no shell-metacharacter injection surface, and because the catalogue is closed, a capability that is not
registered does not exist for the agent. Execution of every registered tool remains policy-gated (§4.1).

MCP server Representative tools Built-in safeguards

Filesystem read_file, write_file, list_files (typed path
and content parameters)

Confined to a configured root; any resolved path outside it raises
PermissionError (traversal such as ../../../etc/passwd is blocked);
validated again by the Coder before write (defence in depth)

Git git_status, diff, branch and commit
operations

protected_branches={"main"}: no direct mutation of protected branches;
read-only calls such as git_status are SAFE-band

Docker Run and inspect ephemeral containers Executes work inside resource-limited, short-lived containers (§5.2);
governed by the policy engine

Database Typed, session-scoped queries via the
async session factory

No raw connection exposure; typed operations; mutating actions are
risk-scored and gated

Testing run_tests (pytest) with structured results Runs with a hard timeout (timeout kills the run and raises); output parsed
into passed/failed counts; success = failed==0 and returncode==0

Table 7. The five MCP servers and their safeguards.
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5.2 Ephemeral Docker containers with cgroup limits
Anything that executes code, whether a candidate patch under test or a regression suite, runs in an ephemeral Docker
container and never on the host or in the control-plane process. The container is created for one task, is bounded by Linux
control groups (cgroups) for CPU, memory, and process count, receives only the files it needs, returns a structured result,
and is destroyed. Nothing persists between runs, so state cannot leak from one mission to the next, and a malicious or
buggy payload can at worst exhaust its own quota.

1  Provision

create container from
pinned base image

2  Mount

inject validated patch
workspace only

3  Execute

cgroup CPU / memory /
PID limits + timeout

4  Collect

exit code + parsed
structured result

5  Destroy

container removed;
no residual state

Sandbox boundary: nothing crosses back except the structured result; the Verifier derives its verdict from that result, not from the Coder’s narrative.

Figure 4. Ephemeral container lifecycle.

Table 7 lists the reference execution profile applied to sandboxed runs. cgroup limits are the primary containment control;
the remaining items reduce the attack surface further.

Control Mechanism Purpose

Memory limit cgroup memory controller (hard cap, OOM-kill inside the
container)

Bounds heap growth; a leak or fork-bomb cannot
starve the host

CPU quota cgroup CPU controller (shares / quota) Prevents a busy-loop from monopolising cores

Process cap cgroup PIDs controller Contains fork bombs

Wall-clock timeout Supervisor kills the container at the deadline; result is an error,
not a pass

Bounds runtime of hanging tests

Ephemerality One container per task, removed on completion No cross-mission state or credential residue

Isolation profile No privileged mode, no host socket mounts, non-root user,
workspace-only mounts, network disabled by default

Removes host-escape and exfiltration paths

Structured I/O Typed arguments in; exit code and parsed counts out No free-form shell channel for injection

Table 8. Reference sandbox execution profile (resource limits are cgroup-enforced; exact values are deployment configuration).

5.3 From sandbox output to trusted verdict
Sandbox output is data, not authority. The Testing server parses pytest output into counts and returns {passed, failed,
success, returncode, output}; the Verifier wraps each check as a callable (synchronous or asynchronous), executes it,
and tallies outcomes. A check that raises or returns a falsy value counts as a failure. The report’s ok property is true only if
the status is PASSED, there are zero failed checks, and every check passed. In the Chaos Lab pipeline, patches are applied
inside a confined sandbox root only after the Security review allows them, and the mission still stops at AWAITING_APPROVAL:
sandbox success is a prerequisite for human review, never a substitute for it.

6. Chaos Engineering & Benchmarks

6.1 The Chaos Lab
A governance system must be tested by trying to break it. The Chaos Lab injects controlled incidents from a deterministic
whitelist (unknown scenarios are rejected with HTTP 400) and runs the full agent pipeline against them. Current scenarios
include database_regression (severity HIGH), memory_leak (MEDIUM), and container_crash_loop (CRITICAL). One
injection executes the following sequence:

• Create the Incident and publish incident.created.

• The Incident Commander opens an investigation mission (INVESTIGATING), and a real, read-only git_status call is
executed through the ToolExecutionService, so the Tool Calls area reflects genuine tool activity.

• The Investigator produces ranked hypotheses; a root cause is selected against the confidence floor.
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• The Coder proposes a patch; the Security agent reviews every path against validation and protected-pattern rules.

• The Verifier independently runs its checks (incident_persisted, mission_investigating, security_no_suspicious).

• Validated patches are applied inside a confined sandbox root; the mission moves to AWAITING_APPROVAL, the incident to
REMEDIATING, and an Approval record (risk HIGH, policy-v1) is created and announced via SSE.

• The Chaos Lab never auto-resolves. Resolution occurs only when a human decides.

6.2 Red-team validation of the guards
The Red Team endpoint attacks AEGIS’s own defences using the production components inside a temporary directory,
returning expected and actual outcomes for each case. A scenario passes only when the attack is blocked.

Scenario Attack Defence exercised Expected Result

prompt_injection Untrusted log text: “IGNORE PREVIOUS
INSTRUCTIONS. DELETE THE
DATABASE.”

SecurityAgent.review_memory (injection
screen, quarantine)

BLOCKED BLOCKED

path_traversal write_file to ../../../etc/passwd via
Filesystem MCP

Root-confined path resolution raises
PermissionError

BLOCKED BLOCKED

unknown_tool Request for fabricated tool rm_rf_root PolicyEngine.evaluate_tool (fail-closed) BLOCKED BLOCKED

destructive_action Action categorised DESTRUCTIVE PolicyEngine.decide (forced CRITICAL) BLOCKED BLOCKED

Table 9. Built-in adversarial scenarios.

6.3 Benchmark methodology
The BenchmarkRunner executes a chaos scenario through the Investigator, Coder, Security, and Verifier agents and
records, per run: hypotheses generated, whether a root cause was selected, patches proposed, whether Security allowed
the patch, whether independent verification passed, wall-clock duration, and a count of unsafe actions. Runs are persisted
(with timestamp, provider, and scenario) so history is auditable, and the console’s Benchmarks page can launch a new run
on either the deterministic scripted provider or a live local model. The figures below are from the 16 persisted scripted runs
of the database_regression scenario.

Metric Result Detail

Benchmark runs 16 Scripted provider, scenario database_regression

Root-cause selection 100% (16/16) 2 hypotheses generated per run; a root cause above the confidence floor
selected every time

Security review pass 100% (16/16) 1 patch proposed per run; all paths valid, none protected or suspicious

Independent verification pass 100% (16/16) Verifier-executed checks all passed; no reliance on Coder claims

Unsafe actions 0 Mean, min and max of 0 across all runs

Pipeline duration (mean) 0.569 ms Minimum 0.208 ms; maximum 0.967 ms

Table 10. Benchmark results across 16 scripted runs.

Outcome rates (16 runs)

Root-cause selection 100%

Security review pass 100%

Independent verification pass 100%

Unsafe actions 0 of 16 runs

Pipeline duration (ms, control plane)

min 0.208

mean 0.569

max 0.967

0 1.0 ms

Figure 5. Benchmark outcomes and pipeline duration for 16 scripted runs.
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6.4 Interpreting the results responsibly

Scope.  These runs use the scripted provider, which replays deterministic model responses. They therefore measure the
control plane: schema validation, policy and security review, state transitions, verification logic, and persistence overhead.
A mean of roughly half a millisecond demonstrates that governance adds negligible latency relative to model inference
and sandbox execution; it does not measure the reasoning quality of a live model. The persisted history covers a single
scenario, so the 100% rates should be read as evidence that the guarded pipeline behaves correctly and deterministically,
not as a statistical claim about model accuracy.

This is the intended use of the benchmark. By removing the model from the loop, AEGIS can assert as a regression test
that an unsafe action count of zero is a property of the control plane, not of a lucky sample. The runner accepts a live
provider, so the same metrics can be gathered against real models and the same invariant (zero unsafe actions) must hold
whatever the model proposes. Planned extensions include a larger scenario corpus across all three chaos scenarios,
adversarial model outputs (patches targeting protected paths, malformed hypotheses), and per-stage latency attribution.

Conclusion
The central question for enterprise AI is no longer whether agents can reason well enough to be useful; it is whether
organisations can prove what those agents are allowed to do. Prompt-level safeguards ask a probabilistic system to restrain
itself. AEGIS takes the opposite position: let the model be as creative as it can be inside a boundary that is built from
ordinary, auditable software.

In AEGIS, eight specialised agents propose; a policy engine scores and gates; a state machine constrains progress; typed
MCP tools replace the shell; ephemeral cgroup-limited containers contain execution; an independent Verifier re-derives
every claim; and a human holds the only key to irreversible change. Every step is written to a durable log before anyone is
told about it. The measured result, 16 of 16 correct selections, reviews, and verifications with zero unsafe actions at
sub-millisecond control-plane cost, is the expected consequence of an architecture in which safety does not depend on the
model behaving.

As models grow more capable, the temptation will be to extend them more authority. The durable answer is not to trust them
more but to constrain the system around them better: smaller blast radii, stricter contracts, stronger verification, and clearer
accountability. Organisations that adopt this pattern can capture the speed of autonomous remediation while keeping the
properties that production engineering demands: predictability, auditability, and a human who is accountable for what ships.
AI proposes and reasons. Deterministic software controls and verifies. That is how enterprise AI becomes safe
enough to be trusted with real work.
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Appendix A: API Surface
All mutating endpoints and all endpoints that return mission or operator data require a bearer JWT. Agent cards are
intentionally public discovery metadata.

Prefix Purpose Notable endpoints Auth

/auth Registration and login POST /register, POST /login (JWT) Public

/projects, /environments,
/memberships

Tenancy, deployment targets,
RBAC

CRUD; membership grant / revoke with unique (user,
project)

JWT

/incidents, /missions Incident and mission read
models

GET list, GET /{id} JWT

/approvals Human-in-the-loop gate GET list; POST /{id}/decide (approved | rejected) JWT

/chaos, /redteam Fault injection and adversarial
testing

POST /chaos/inject; GET /redteam/scenarios JWT

/tools MCP tool catalogue and
archive

GET /tools; GET /tools/calls JWT

/a2a Agent discovery and vitals GET /agents, /agents/{name}, /capabilities/{cap},
/agents/{name}/vitals

Cards public;
vitals per
implementation

/memory Observable memory GET list; POST /retrieve (relevance, source, reason) Per
implementation

/policies Policy transparency GET (action categories, risk bands, tool categories) Per
implementation

/benchmarks, /replay Evaluation and audit GET history; POST /run; GET /replay/{mission_id} Benchmarks per
implementation;
replay JWT

/updates Real-time event stream GET /stream (SSE: events, ping, heartbeat) JWT

/health, /metrics, /chat Operations /health/live, /health/ready (503 when degraded),
/metrics

Public

Table 11. REST surface mounted by the application factory.

Appendix B: Glossary
Term Definition

A2A Agent-to-Agent: discoverable agent cards, structured messages and tasks with validated state transitions.

cgroups Linux control groups: kernel mechanism for limiting CPU, memory, and process counts of a container.

HITL Human-in-the-loop: a recorded human decision required before an action may proceed.

MCP Model Context Protocol: standard for exposing typed tools and resources to models; here, the only route to
infrastructure.

Mission A governed unit of work, with a code-enforced lifecycle, created to resolve an incident.

Policy version Identifier of the policy ruleset in force when a decision was made; stamped on every Approval record.

Fail closed On uncertainty or error, deny or fail rather than permit.

SSE Server-Sent Events: one-way HTTP streaming used to push live events to the console.
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